
From Automated Program Repair to Automated Agent Repair:
Why Failed Trajectories Matter

Xiangxin Zhao
University College London
London, United Kingdom
xiangxin.zhao.21@ucl.ac.uk

Abstract
Automated Program Repair (APR) has shown that buggy programs
can often be repaired rather than rewritten. As LLM coding agents
increasingly perform software engineering tasks, an analogous
question arises: can failed agent executions be repaired instead of
restarted? We answer the prerequisite question with, to the best of
our knowledge, the first execution-grounded audit of failed coding-
agent trajectories. Our preliminary results show that failed trajec-
tories retain substantial recoverable value, completing a median
of 75% of task subgoals (n = 27), while none of the audited agents
ever states the correct fix (0/26). These findings establish the em-
pirical foundation for Trajectory-Centric Automated Agent Repair
(TC-AAR), extending APR from programs to agent executions.

CCS Concepts
• Software and its engineering → Software verification and vali-
dation.
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1 Introduction
Automated Program Repair (APR) has substantially reduced the
cost of debugging by automatically repairing buggy programs [9],
from GenProg [8], Prophet [11], and SPR [10] to recent LLM-based
approaches [2, 7, 17, 22, 24, 26]. As LLM coding agents [14, 19–21]
increasingly perform software engineering tasks autonomously, an
analogous question naturally arises: can failed agent executions be
repaired instead of restarted?

Current practice simply retries from scratch whenever an agent
fails. This is wasteful: restarting recomputes work the failed ex-
ecution may have already completed correctly, and discards the
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reasoning and environment knowledge accumulated during exe-
cution. Whether failed trajectories actually contain reusable value,
however, remains unknown.

Our prior work [27] showed that coding agents typically commit
to failure early: the decisive error occurs at a median of Step 7 in a
median 27-step trajectory. This suggests that much of the execution
occurs after the fatal mistake. However, that study focused on how
failures happen, not what they leave behind. To the best of our
knowledge, no prior work has measured how much recoverable
value survives in failed trajectories.

This paper takes a first step toward Automated Agent Repair
(AAR) by answering this fundamental question with an execution-
grounded audit that decomposes task grading into step-level exe-
cutable checkpoints and replays failed trajectories in their original
environments.

Our contributions are (i) to the best of our knowledge, the first
execution-grounded methodology for measuring recoverable value
in failed coding-agent trajectories, and (ii) an empirical foundation
for AAR and a research agenda.

2 Related Work
Automated Program Repair: Two decades of APR show that
buggy programs can be repaired, not rewritten, with tests as the
oracle [2, 8–11, 23, 26]. The plastic surgery hypothesis [1] sharpened
its premise: repair material usually already exists in the codebase.
We lift this question to trajectories: does the material for repair
already exist inside a failed agent execution?

Coding Agents: Coding agents [14, 19–21] interleave reasoning
and execution over long horizons, so one early mistake shapes every
later step [27]. Yet recovery today discards this history: retry restarts
from scratch, and Reflexion-style self-reflection [16] critiques the
failing model inside the very context that misled it. Neither treats
the failed execution as evidence to be salvaged (cf. Evidence 3).

Failure Trajectory Analysis: Prior studies characterize agent
behavior [3, 12, 27], attribute failures to steps or agents [6, 18, 25],
build failure taxonomies [4, 15], question outcome-only bench-
marks [28], or distill terminal-task benchmarks from in-the-wild
recordings [5]. All of these explain why runs fail; none weighs how
much correct work a failed run leaves behind: precisely what a repair
system would harvest. Our audit fills this gap: it is post hoc and
execution-grounded, judging progress by replaying the run rather
than by trusting the agent’s claims.

3 Motivation and Feasibility of AAR
Motivation. Before developing repair algorithms, AAR must an-
swer a more fundamental question: are failed trajectories worth
repairing? Binary pass/fail outcomes cannot quantify how much
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Figure 1: A failed trajectory may contain substantial recover-
able value: this run reaches 83% completion, then destroys
part of its own progress and is graded a failure.

Table 1: Empirical evidence for AAR feasibility (“—” = not
applicable).

Finding Metric Value n/N

Retained progress median final attainment (%,
n=27)

75 —

Majority progress runs attaining ≥50% — 26/27
Mis-graded successes fully correct, graded failed — 2/27
Self-destruction median peak-progress loss (%) 33 4/27
Environment facts mean verified facts/run (n=26) 2.1 —
Self-diagnosis runs stating the correct fix — 0/26
Grader blind spots requirements no test covers

(18 tasks)
— 20

reusable progress survives failure, so we conduct an execution-
grounded feasibility audit (intuition in Figure 1).

Experimental setup. Our audit covers failed trajectories of
seven LLMs under three scaffolds on terminal-bench [13]; we re-
play the two with clean command logs (mini-swe-agent [21], Open-
Hands [19]), as Terminus 2 records raw screen output. We refine
each task’s end-state grading into executable checks from four
sources: Goal checks translate the official tests (103 across 18 tasks);
Enabler checks come from the reference solution; Constraint checks
cover instruction requirements no test verifies; Hazard checks flag
destructive actions. An LLM drafts every check; we review each
manually. We replay each failed trajectory command by command
in its original Docker environment, running all checks after every
step. For fidelity, we first replay each task’s successful runs and
drop tasks below 80%. From the 1,184 annotated failures of [27] we
audit a stratified sample of 41; headline numbers use the strictest
27 (tasks replaying at 100%); reasoning-side findings use 26.

Table 1 summarizes the evidence. Evidence 1: Failed trajectories
preserve substantial reusable progress. Failed trajectories attain a
median of 75% of task goal checks (n=27), and 26/27 (96%) complete
at least half, showing that restarting discards substantial completed
work.

Evidence 2: Recoverable execution state survives failure. 4/27 tra-
jectories later destroyed a median of 33% of their peak progress:
repair should resume from the best execution state rather than the
final failed state.

Evidence 3: External repair is necessary.Despite substantial progress
and 2.1 verified environment facts per run on average, no audited
agent ever states the correct fix (0/26): external repair is necessary.

4 Research Questions
Building AAR raises three key research questions:

• RQ1 (Localization): Can the decisive error be localized
automatically?

Figure 2: TC-AAR: localize the fault, distill reusable knowl-
edge (R/P/O), repair the trajectory, and enhance verification.

• RQ2 (Repair):How should the faulty trajectory be repaired?
• RQ3 (Verification): How can repaired trajectories be veri-
fied without leaking the solution?

5 Approach
Figure 2 presents Trajectory-Centric Automated Agent Repair (TC-
AAR), which extends APR from program code to execution trajec-
tories, treating failed trajectories as reusable assets that preserve
progress, environment knowledge, and reasoning.

Fault localization. TC-AAR first identifies the decisive error 𝑡𝑒𝑟𝑟 :
the earliest step after which the trajectory irreversibly commits to
failure. Localization lets repair focus on the faulty segment while
preserving all validated execution before 𝑡𝑒𝑟𝑟 . Novelty: fault local-
ization over execution trajectories rather than program code.

Knowledge extraction. TC-AAR extracts three representations of
reusable knowledge: Reasoning (R), the agent’s planning process;
Programs (P), executable scripts and commands; and Observa-
tions (O), verified information obtained from the environment.
Novelty: failed trajectories become reusable knowledge assets, not
discarded logs.

Repair and resumption. TC-AAR patches only the faulty segment:
a local edit (replace/delete/insert) of the actions at and after 𝑡𝑒𝑟𝑟
by the original or a dedicated repair agent, then resumed from
the best preserved state. Novelty: trajectory editing replaces full
regeneration, analogous to patch generation in APR.

Validation and test enhancement. Repaired runs are re-validated
by all checkpoints and the official grader, and compared against
restart baselines on success, tokens, tool calls, and environment
steps. Trajectory knowledge further augments test suites with
execution-informed assertions, targeting the 20 coverage gaps our
audit exposed. Novelty: failed trajectories also strengthen bench-
mark verification. A falsifiable hypothesis follows: TC-AAR can
match or exceed the task success of full restart at lower token, tool-
call, and interaction cost.

6 Conclusion
This work establishes an empirical foundation for Automated Agent
Repair (AAR): our execution-grounded audit shows that failed
coding-agent trajectories preserve substantial reusable progress, yet
agents themselves are rarely able to recover it. These findings mo-
tivate Trajectory-Centric Automated Agent Repair (TC-AAR), which
treats failed trajectories as reusable computational assets rather
than discarded logs.
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